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Given n men and n women: a matching is defined as an assignment 
from each man to exactly one woman. A matching is stable if there do 
not exist a man and woman who prefer each other over their current 
partners.

Each person ranks members of the opposite sex in order of preference. 
A view of the rankings in the stable matching problem is through a 
ranking matrix which is an n x n matrix containing tuples, where the left 
value at row i, column j, reflects man i’s ranking of woman j and the right 
value is woman j’s ranking of man i. 

The stable matching problem has applications in medical residency 
programs and switch scheduling; and has been researched in the fields 
of economics, mathematics, and computer science.

The Parallel Iterative Improvement algorithm (PII) is an efficient 
algorithm to solve the stable matching problem that uses n2 processors, 
but it fails to converge (cycles) about 14% of the time for large n.

CPII is a simpler variant of the PII algorithm that always converges. CPII 
contains an arbitrary decision before the algorithm begins for how to 
select pairs to build towards a stable matching, resulting in two variants 
of the algorithm.

Background

PII can cycle, so it may be beneficial to train a machine learning model 
to be a cycle predictor since it will be able to tell the PII algorithm to start 
with a different random matching and save time that PII would have 
spent stuck in a cycle. Thus, our goal is to apply machine learning 
models to the problem of finding a stable matching by creating cycle 
prediction classifiers, which could improve the convergence rate of PII.

CPII contains two variants of the algorithm. These two variants are not 
guaranteed to find a stable matching in the same number of iterations. 
We can create a machine learning model that predicts which variant 
takes less iterations to optimize the algorithm. This model can save 
iterations by telling the algorithm to perform the second variant of the 
algorithm when it will find a stable matching in less iterations.

Problem

Each pair in a PII iteration is directly related to all pairs in the same row 
and column. Because we have a combination of sequential input and 
data that contains contextual relationships, we decided to try using a 
transformer model. This allows us to take advantage of self-attention to 
find contextual relationships between the data. Because we are 
attempting a classification problem, we used an encoding-only 
transformer.

PII Cycle Prediction Model

We also chose to use a transformer with CPII variant selection. Using a 
transformer with full self-attention takes O(n2) time, which is worse than 
CPII's average case runtime on the same number of processors. 
Instead of using full self-attention, we developed attention methods that 
are O(n) on n2 processors. These are row-col attention, pair types 
attention, and combined attention, which are described in Fig. 1. We use 
row-col attention because it is the most efficient.

Because a variant of the algorithm can save different numbers of 
iterations each time it is run, we implemented a weighted loss function. 
We weighted the loss based on the difference in iterations between the 
two variants. We decided to use a logarithmic function to scale our 
weights when training, due to its high performance.

As shown in Table 1, we developed iteration accuracy and speedup 
metrics to evaluate the performance of the model. Iteration accuracy is 
the percentage of all possible iterations the model saves by predicting 
which variant is faster. Aggregate speedup measures how much faster 
the algorithm would take when using the predictions compared to 
running normally on the entire dataset. Average speedup measures the 
average of how much faster each instance of running the algorithm is. 
The speedup ratios compare these speedup values to the maximum 
possible speedups that would occur if the model achieved 100% 
accuracy.

CPII Variant Selection Model

Figure 1. Types of 
self-attention given the 
ranking matrix with the 
entry performing attention 
bolded. Bolded values in 
attention matrices 
represent values that will 
be queried.

CPII Self-Attention

Figure 2. Evaluation of the transformer model for PII cycle prediction on n=10 data 
of length 2M for various hidden sizes.

PII Cycle Prediction Results

Table 1. Comparison of our best models for CPII variant selection on n=10 and 
n=20 data of varying lengths. All models use row-col self-attention. Best results for 
each metric for each n are bolded.

CPII Variant Selection Results

Using machine learning, we are able to accurately predict whether PII 
will cycle for small values of n, but still struggle to predict cycles for large 
values of n.

For the CPII variant selector, we found that using a transformer model 
with a logarithmic weighted loss function and row-col attention 
performed the best. We performed preliminary tests on n=30, and 
noticed that to obtain high performance, the size of the model must 
scale, potentially hindering practicality.

We want to eventually deploy the CPII variant selector in a parallel 
implementation of CPII. This would allow us to more accurately 
determine how much the model would improve the efficiency of CPII.

Conclusions and Future Work
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